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Abstract

For continuous-time Markov jump processes, maximum likelihood
paths of rare transitions from one metastable state to another have long
been well-understood analytically [1] and can now also be computed
efficiently numerically [2, 3]. To experimenalists however who design
reaction networks (such as chemical or cell biological systems) and
who want to have control over such (wanted or unwanted) switching
events, the knowledge of the transition path (the observables during
the transition) is not enough: They need to know what is the weak
link in the network whose “failure” (atypical behavior) is most likely
the reason for the “failure” of the entire system.

In this paper we introduce the concept of maximum likelihood re-
action frequencies (MLRFs) which, when compared to the rate func-
tions of the jump process, are the right statistics to look at. They
also provide a practical alternative for visualizing transitions paths in
higher-dimensional spaces. We prove an analytic formula for the ML-
RFs and illustrate the concept on an example from synthetic biology,
the genetic switch.

1 Introduction

In this paper we consider a family {(Xε
t )t∈[0,T ] , ε > 0} of continuous-time

Markov jump processes on R
n starting in some point x0 ∈ R

n whose laws
are determined by a set of jump directions ej ∈ R

n, j = 1, . . . , J , and their
corresponding jump rate functions νj : R

n → (0,∞), as follows: For each
fixed ε > 0, the process (Xε

t )t∈[0,T ] can only make jumps of size εej at the
rate ε−1νj(x), where x is the current position of the process, i.e. we have

P
(
Xε
t+dt = Xε

t + εej
∣∣Xt = x

)
= ε−1νj(x)dt + o(dt) (1)
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as dt → 0, for every x ∈ R
n and j = 1, . . . , J . In short, the generator of

(Xε
t )t∈[0,T ] is given by

(Aεf)(x) =
J∑
j=1

ε−1νj(x)
(
f(x+ εej) − f(x)

)
(2)

for every bounded and continuous function f : R
n → R.

Such processes are e.g. used to model chemical reaction networks: Xε
t ∈

R
n is then the molecule density vector at time t, i.e. the vector whose n

entries are the numbers of molecules of the n different types present in the
system, multiplied by a (small) factor ε = 1/Ω > 0, where Ω is the system
size parameter (e.g. the total number of molecules in the system). Only J
different types of reactions are possible (labeled j = 1, . . . , J), given by the
rates ε−1νj(x) at which they occur, and by the jump vectors ej ∈ Z

n whose
entries are the changes in the numbers of molecules of each type when the
corresponding reaction occurs. (E.g., ej = (−2, 1, 0, . . . , 0) would correspond
to a reaction in which two molecules of type 1 turn into one molecule of type
2.) As the system size Ω goes to infinity, the jumps εej of the process Xε

t

become smaller, but they will also happen more frequently, and it turns
out that when using the standard modeling approach for the reaction rate
functions νj (reference. . . ), these rates will scale by the factor ε−1 used in
this paper.

Here we are only interested in the case when ε is small, i.e. when the
system size is large. As ε→ 0, the generator (2) converges at least formally
to

(A0f)(x) =
J∑
j=1

νj(x) ej · ∇f(x), (3)

suggesting that (Xε
t )t∈[0,T ] approaches the solution x(t) of the ODE

ẋ =
J∑
j=1

νj(x)ej , x(0) = x0. (4)

This is made rigorous by Kurtz’s Theorem [1, Theorem 5.3] which states
that sup0≤t≤T |Xε

t − x(t)| converges to 0 in probability as ε→ 0.
Suppose now that one has some knowledge about the observables Xε

t

of the system, for example that the path of Xε lies within some set of
paths B. This knowledge could have been obtained in various ways, for
example (i) by measuring the concentration of certain molecules throughout
a chemical experiment, or (ii) by analytical and numerical methods. A
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typical example for the latter is a system in which the approximation (4) has
two stable states, and one observes that a rare noise-driven transition from
one stable state to the other occurs, but not how this transition occurs. In
this situation large deviation theory characterizes the most likely transition
path of (Xε

t )t∈[0,T ] (in the limit ε → 0), and we can use an algorithm like
the one described in [2, 3] to compute this path numerically. See Section 4
for an illustration.

Now observe that the vector Xε
t only records partial information about

the happenings within the system: While Xε
t contains just enough infor-

mation to compute νj(x), it does not tell us how many times each of the
J reactions has occured until time t (which is in general not possible to
recover from Xε

t since typically J > n). Let the process (N ε
t )t∈[0,T ] be the

underlying counting process in R
J whose j-th entry is the number of times

that reaction j has occurred until time t, for technical reasons multiplied by
ε as well.

The question we consider here is the following: Given that the path of
(Xε

t )t∈[0,T ] (the observable) lies in B, what is the most likely behavior of the
counting process (the hidden variable) (N ε

t )t∈[0,T ]? This question becomes
particularly interesting if the observation B suggests that the system has be-
haved in an atypical way, i.e. unlike predicted by the small-ε-approximation
(4) of the process.

Let us go back to the example of a rare transition between two stable
states, as described above. Typically, the “drift”, i.e. the right-hand side
of (4), would pull Xε

t back into the direction of the stable state where the
process started, so a transition to a different stable state can only occur
by moving against the drift for a while. Thus, if a transition (the atypical
behavior B) is observed then the frequency (ε−1dN ε

t,j)/dt =: ε−1μj(t) at
which reaction j occurs must for some j noticably differ from the reaction
rates that we would expect during typical behavior, which is ε−1νj(Xε

t )
(given the current location of Xε

t ). The statistic log
(
μj(t)/νj(Xε

t )
)

is thus
a good measure for how atypical the frequency of reaction j is at time t if a
transition occurs. Now since for finite ε both Xε

t and N ε
t (and thus μj(t))

are random, we are rather interested in the maximum likelyhood values of
these entities. Now large deviation theory tells us that given that Xε ∈ B,
as ε → 0 the distributions of the paths of Xε and N ε become increasingly
peaked around deterministic paths ψ� and χ�, respectively, which justifies
to replace our statistic by

t �→ log
μj(t)
νj(ψ�t )

, j = 1, . . . , J, (5)

3



where the maximum likelihood reaction frequencies (MLRF) are defined as
μj(t) := χ̇�j ≈ dχj/dt ≈ dN ε

t,j/dt. While ψ� can be computed by minimizing
the action functional associated with the process Xε over all paths in B
(more on this later), for example numerically using the gMAM algorithm
[2, 3], the main result of this paper shows that χ�t can then for every t easily
be computed from ψ�t and ψ̇�t , at virtually no extra cost.

To understand how this strategy can be useful in practice, suppose that
someone designs a reaction network that has to fulfill a certain task. If ε
is small but finite, the noise in the system can lead to unwanted results
(e.g. noise-driven transitions from one stable state to another) that the sys-
tem designer wants to eliminate. He can employ the above strategy to find
out which reactions will most likely be the ones that cause B to happen,
and thus on which parts of the network he should focus during his design
efforts: Denoting the set of paths showing this unwanted behavior by B,
he can compute ψ� using the gMAM algorithm and then χ� and μj using
Equations (15) and (14) in Proposition 1. He can now plot the j graphs (5)
into one panel and spot those graphs that are most noticably above or below
0. The event B is then most likely caused by the corresponding reactions
happening more (or less, respectively) frequently than usual. On the other
hand, graphs that stay close to 0 correspond to reactions that most likely
show typical behavior even if B happens. As a conclusion, design efforts to
make the system more stable and reliable should focus on those reactions
(and their participating reactants) whose graph deviates from 0 the most.
See Section 4 for an example in which we go through this entire process.

Finally, notice that an alternative approach to the above problem could
be to visually investigate a plot of ψ� instead. This however is usually un-
feasable for two reasons: First, if n > 3 then it is not clear how to plot ψ�

(i.e. on which lower-dimensional subspace to project its path for plotting) to
get meaningful insights. Second, if J > n (as is usually the case) then there
will be more than one combination of reactions leading to the same path
ψ�, requiring the non-trivial maximum-likelihood investigations presented
here. The strategy described in the present paper provides analytical and
numerical tools that satisfyingly resolve both problems.

The paper is organized as follows: In Section 2 we will put the above onto
solid mathematical grounds, define and state a formula for the maximum
likelihood reaction frequencies (MLRFs) μj(t), and state the main mathe-
matical property they fulfill. The proofs are deferred to Section 3. Section 4
will then contain an example from synthetic biology illustrating also how to
find the MLRFs numerically, which will be very helpful for understanding
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the concepts presented in this paper.

2 Definitions, Basics of Large Deviation Theory

Definitions. First observe that if we denote by E ∈ R
n×J the matrix

whose columns contain the jump vectors ej , then the two processes (Xε
t )t∈[0,T ]

and (N ε
t )t∈[0,T ] described in the previous section fulfill the relation Xε

t :=
x0 + EN ε

t . Thus the correct way to define them is as follows: First let
(N ε

t )t≥0 be the continuous-time Markov jump process in R
J starting from 0,

with jump directions εuj (where uj is the j-th unit vector in R
J) and with

jump rate functions ε−1νj(x0 +E · ) (the argument in νj is the value of Xε
t ),

then set Xε
t := x0 +EN ε

t for every t ∈ [0, T ].
Since the natural function space to work with when dealing with jump

processes is the Skorokhod space, let us recall its definition in our context.
Denote by Dn(0, T ) the Skorokhod space of functions f : [0, T ] → R

n, i.e. the
space of all such functions f that are right-continuous and have left limits,
equipped with the topology induced by the Skorokhod metric

dn(f, g) := inf
λ∈Λ

max
{
||f − g ◦ λ||[0,T ], sup

s �=t

∣∣∣ log
(λ(t) − λ(s)

t− s

)∣∣∣},
Λ := {λ : [0, T ] → [0, T ] |λ continuous, strictly increasing, surjective},

where ||f ||[0,T ] = supt∈[0,T ] |f(t)|. We denote by Dn
x0

(0, T ) its subspace con-
sisting only of those functions starting from x0, with its topology given by
the open sets {f ∈ G | f(0) = x0}, whereG is any open set in Dn(0, T ). Simi-
larly, we denote by DJ

0 (0, T ) the Skorokhod space of functions f : [0, T ] → R
J

starting from 0 (with analogously defined metric dJ(f, g)). Equipped with
these topologies, these three spaces are complete separable metric spaces
(for more details about the Skorokhod space see e.g. [1, p. 480-481] or [4,
Section 8.6]).

Large deviation theory for jump Markov processes. Finally, since
the main ingredient of our proof is the large deviation principle for (N ε

t )t∈[0,T ]

as ε → 0, let us recall the key statements that we will use. First, let
ST : Dn

x0
(0, T ) → [0,∞] be the action functional associated with the process

(Xε
t )t∈[0,T ], defined as

ST (ψ) :=

{∫ T
0 L(ψ,ψ) dt if ψ is absolutely continuous,
∞ otherwise,
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where L(x, y) := sup
θ∈Rn

(〈θ, y〉 −H(x, θ)
)

and H(x, θ) :=
J∑
j=1

νj(x)
(
e〈θ,ej〉 − 1

)

are the Lagrangian L : R
n × R

n → [0,∞) and the Hamiltonian H : R
n ×

R
n → R of the system. Similarly, let S+

T : DJ
0 (0, T ) → [0,∞] be the action

functional associated with (N ε
t )t∈[0,T ], defined as

S+
T (χ) :=

{∫ T
0 L+(χ, χ̇) dt if χ is absolutely continuous,
∞ otherwise,

where L+(x, y) := sup
Θ∈RJ

(〈Θ, y〉 −H(x,Θ)
)

and H+(x,Θ) :=
J∑
j=1

νj(x0 + Ex)
(
e〈Θ,uj〉 − 1

)
.

Although the expression for L+(x, y) can be simplified (the supremum can
be taken explicitly for each component of Θ separately), we will use this
form instead to shorten the proof later on. Notice that S+

T (χ) is finite only
if the components of χ are nondecreasing. Also note that we can write

L(x, y) := 〈θ�, y〉 −H(x, θ�), (6)
L+(x, y) := 〈Θ�, y〉 −H+(x,Θ�), (7)

where the maximizers θ�(x, y) : R
n×R

n → R
n and Θ�(x, y) : R

J×R
J → R

J

are the solutions of

y = ∂θH(x, θ�) =
J∑
j=1

νj(x)e〈θ,ej〉ej , (8)

y = ∂ΘH(x,Θ�) =
J∑
j=1

νj(x0 + Ex)e〈Θ,uj〉uj . (9)

A set B ⊂ Dn
x0

(0, T ) is called regular with respect to ST if

inf
ψ∈B0

ST (ψ) = inf
ψ∈B̄

ST (ψ), (10)

where B0 and B̄ are the interior and the closure of B, respectively. Similarly,
a set B ∈ DJ

0 (0, T ) is called regular with respect to S+
T if

inf
χ∈B0

S+
T (χ) = inf

χ∈B̄
S+
T (χ). (11)
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Those are the sets for which large deviation theory can tell us the exact rate
by which P(Xε ∈ B) (or P(N ε ∈ B), respectively) decays exponentially in
ε−1 as ε → 0. As a direct consequence, we have the following theorem (see
[5, Thm. 3.4]) which we will use in our proof: If B ⊂ DJ

0 (0, T ) is regular with
respect to S+

T , and if there exists a unique minimizer χ� for the minimization
problem infχ∈B̄ S

+
T (χ), then for every δ > 0 we have

lim
ε→0

P
(
dJ(N ε, χ�) < δ

∣∣N ε ∈ B)
= 1. (12)

3 Maximum Likelihood Reaction Frequencies

The following is the main result of this paper. Equation (14) tells us how to
compute the MLRFs μj(t) from ψ�, the limit (16) gives them their meaning:
It says that if the event B occurs and ε is small then most likely (N ε

t )t∈[0,T ]

will stay close to the path χ� defined by (15).

Proposition 1. Let T > 0, and let the set of paths B ⊂ Dn
x0

(0, T ) be closed
and regular with respect to the action ST associated to the process (Xε

t )t∈[0,T ].
Further assume that there exists a unique minimizer ψ� ∈ B such that

ST (ψ�) = inf
ψ∈B

ST (ψ). (13)

Define the MLRFs μj : [0, T ] → (0,∞) and the path χ� : [0, T ] → R
J
+ by

μj(t) := νj(ψ�t ) exp
(〈
θ�(ψ�t , ψ̇

�
t ), ej

〉)
, (14)

χ�j(t) :=
∫ t

0
μj(s) ds, (15)

for every j = 1, . . . , J and every t ∈ [0, T ]. Then for every η > 0 we have

lim
ε→0

P
(||N ε − χ�||[0,T ] < η

∣∣Xε ∈ B)
= 1. (16)

In (16), ||N ε − χ�||[0,T ] can be replaced by dJ(N ε, χ�).

Using (14), the statistic suggested in (5) is thus given by

t �→ log
μj(t)
νj(ψ�t )

= 〈θ�(ψ�t , ψ̇�t ), ej〉, j = 1, . . . , J. (17)

As a further abbreviation, note that the vector function containing the func-
tions (17) as its components can be written as

t �→ ET θ�(ψ�, ψ̇�), (18)
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where ET is the transpose of E.
For an illustrating example, and to see how the right-hand side of (18)

can be computed numerically, we refer the reader to Section 4.

4 Proof of Proposition 1

Proof of Proposition 1. We want to prove (16) by applying (12). To do so,
we first replace the expression Xε ∈ B in (16) by the equivalent expression
N ε ∈ B+, where we defined the set B+ ⊂ DJ

0 (0, T ) by

B+ := {χ ∈ DJ
0 (0, T ) |x0 + Eχ ∈ B}.

With this choice, (16) is equivalent to

lim
ε→0

P
(||N ε − χ�||[0,T ] < η

∣∣N ε ∈ B+

)
= 1 ∀η > 0. (19)

Observe that B+ is a closed subset of DJ
0 (0, T ) since it is the pre-image of

the closed set B under the continuous mapping F : DJ
0 (0, T ) → Dn

x0
(0, T ),

F (χ) := x0 + Eχ. Regularilty of B+ with respect to S+
T will be shown at

the end of the proof.
Next we would like to replace ||N ε − χ�||[0,T ] in (19) by dJ (N ε, χ�).

Unfortunately, we have ||N ε−χ�||[0,T ] ≥ dJ(N ε, χ�) (to see this, consider the
rescaling λ(t) = id(t) = t), so this would make the probability in (19) larger,
leading to a potentially weaker statement. However, from the continuity of
χ� we can conclude that the modified statement is in fact equivalent to (19).
Indeed, if δ > 0 is small and dJ (N ε, χ�) < δ then there exists a rescaling
λ ∈ Λ such that ||λ − id||[0,T ] < 2Tδ and ||N ε − χ� ◦ λ||[0,T ] < 2δ, and we
find that

||N ε − χ�||[0,T ] ≤ ||N ε − χ� ◦ λ||[0,T ] + ||χ� ◦ λ− χ�||[0,T ] < 2δ + γ(δ),

for some function γ(δ) with limδ→0+ γ(δ) = 0 (obtained using the uniform
continuity of χ�). Therefore we have

P
(||N ε − χ�||[0,T ] < 2δ + γ(δ)

∣∣N ε ∈ B+

) ≥ P
(
dJ (N ε, χ�) < δ

∣∣N ε ∈ B+

)
.

Now if for given η > 0 we pick δ > 0 so that 2δ + γ(δ) ≤ η, the left-hand
side is bounded from above by the probability in (19), and so (19) and thus
(16) follows if we can show that

lim
ε→0

P
(
dJ(N ε, χ�) < δ

∣∣N ε ∈ B+

)
= 1 ∀δ > 0. (20)
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Finally, since B+ is closed and regular with respect to S+
T , we can use (12)

and terminate the proof if we can show that χ� as defined in (14) - (15) is
the unique minimizer of S+

T over the set B+. This will be done in two steps:
First we show that S+

T (χ) ≥ ST (ψ�) for every χ ∈ B+, then we show that
χ = χ� is the only function in B+ for which equality holds.

For the first step, pick any χ ∈ B+. If χ is absolutely continuous, observe
that by considering Θ = ET θ�, where we abbreviate θ� = θ�

(
x0 +Eχ, (x0 +

Eχ)˙
)
, one can show the estimate

L+(χ, χ̇) = sup
Θ∈RJ

(
〈Θ, χ̇〉 −

J∑
j=1

νj(x0 + Eχ)
(
e〈Θ,uj〉 − 1

))
(21)

≥ 〈
θ�, Eχ̇

〉 − J∑
j=1

νj(x0 + Eχ)
(
e〈θ

�,Euj〉 − 1
)

(22)

=
〈
θ�, (x0 + Eχ)˙

〉 − J∑
j=1

νj(x0 +Eχ)
(
e〈θ

�,ej〉 − 1
)

= L
(
x0 + Eχ, (x0 +Eχ)˙

)
,

where in the last step we used (6). Integrating this estimate from 0 to T
and using that x0 +Eχ ∈ B by definition of B+, we find

∀χ ∈ B+ : S+
T (χ) ≥ ST (x0 + Eχ) ≥ inf

ψ∈B
ST (ψ) = ST (ψ�) (23)

If χ is not absolutely continuous then (23) is trivially true since then the
left-hand side is infinite.

Moving on to the second step, we want to show that χ� is the only
function in B+ for which both estimates in (23) are actually equalities.
Because of the uniqueness of ψ�, equality in the second estimate in (23)
holds if and only if

x0 + Eχ = ψ� (24)

on [0, T ]. Equality in the first estimate in (23) holds if and only if we have
equality in (22) a.e. on [0, T ]. This is turn is true if and only if the maximizer
Θ�(χ, χ̇) in (21) is ET θ�, i.e. if ET θ� fulfills the equation (7),

χ̇ =
J∑
j=1

νj(x0 + Eχ)e〈E
T θ�,uj〉uj =

J∑
j=1

νj(x0 + Eχ)e〈θ
�,ej〉uj

=: μx0+Eχ (25)
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a.e. on [0, T ]. Here we defined for every absolutely continuous function
ψ ∈ B the function μψ : [0, T ] → R

J by

μψj := νj(ψ)e〈θ
�(ψ,ψ̇),ej〉, j = 1, . . . , J.

Combining (24) and (25), we see that any χ ∈ B+ fulfilling both must fulfill
χ̇ = μψ

�
, and recalling that every function χ ∈ B+ starts from 0, we see

that our only candidate is the function with components

χj(t) =
∫ t

0
μψ

�

j (s) ds =
∫ t

0
μj(s) ds = χ�j(t), j = 1, . . . , J.

On the other hand, χ� also does fulfill both (24) and (25): First, we have

(x0 + Eχ�)|t=0 = x0 + E0 = x0 = ψ�(0),

(x0 + Eχ�)˙ = Eχ̇� = Eμ(t) = E
J∑
j=1

νj(ψ�)e〈θ
�(ψ�,ψ̇�),ej〉uj

=
J∑
j=1

νj(ψ�)e〈θ
�(ψ�,ψ̇�),ej〉ej = ψ̇�

for a.e. t ∈ [0, T ] (using (8) in the last step), which implies (24). Second, this
together with χ̇�j = μj = μψ

�

j now implies that χ� also fulfills (25). Finally,
since χ� is continuous and fulfills (24), where ψ� ∈ B, we find that χ� ∈ B+.
This terminates the proof that χ� is the unique minimizer of S+

T over B+.

It remains to show that B+ is regular with respect to S+
T . To do so,

first repeat the argument above to show that for every absolutely continuous
ψ ∈ B0 there exists a (unique) function χ ∈ B+, given by χ(t) :=

∫ t
0 μ

ψ(s) ds,
that fulfills ψ = x0 +Eχ and S+

T (χ) = ST (ψ). Since ψ ∈ B0, χ is in fact in
B0

+. Indeed, if δ > 0 and χ̃ ∈ DJ
0 (0, T ) is such that dJ(χ̃, χ) < δ, then

d(x0 + Eχ̃, ψ) = d(x0 + Eχ̃, x0 + Eχ) = d(Eχ̃,Eχ) ≤ max(|E|, 1)δ,
and thus for small enough δ we have x0 + Eχ̃ ∈ B, i.e. χ̃ ∈ B+. Therefore
we can conclude that

inf
χ∈B0

+

S+
T (χ) ≤ inf

ψ∈B0
ST (ψ) = ST (ψ�)

(using the regularity of B in the second step). Since we also know from (23)
that

inf
χ∈B+

S+
T (χ) ≥ ST (ψ�),

this shows that infχ∈B0
+
S+
T (χ) ≤ infχ∈B+ S

+
T (χ), and therefore (since B+ is

closed) that B+ is regular with respect to S+
T .
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Figure 1: Illustration of the genetic switch.

5 Application: Synthetic Biology

As an example we consider the genetic switch, a bistable cell biological cir-
cuit that is both found in nature (References) and constructed from scratch
by synthetic biologists.

The mechanism, illustrated in Figure 1, is as follows. A plasmid (that is
a small circular piece of DNA that has many identical copies within the same
cell) contains two gene sites a and b that can be transcribed and translated
into proteins A and B. Those in turn can form polymers that bind to the
operator site of the respective other gene, preventing further production of
the corresponding protein. Other reactions are to reverse polymer formation
or protein binding, and the degradation of proteins.

This setup leads to bistable behavior: If the cell is in a state with many
proteins A and only few proteins B then there are likely also many polymers
Am, the operator site of gene b will be blocked most of the time, and thus
only few new proteins B are being produced. Since there are only few
proteins B, it is unlikely that a polymer Bn will bind to the operator site of
gene a, and the production rate of new proteins A will stay high. Therefore
there will be a stable state with many proteins A and few proteins B, and by
symmetry of the mechanism there is another stable state with few proteins
A and many proteins B. Bistability arises because the fluctuations leading
to a switch from one stable state to the other are rare events.

The cell is in one of these two stable states, and the network can thus
be considered as a one-bit memory. However, if a rare sequence of unlikely
reactions occurs, it is possible for the cell to spontaneously fall from one
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stable state into the other, thus losing its information. Synthetic biologists
who design such a network may want to have control over the rate at which
these transitions occur, either to make the switch as stable as possible, or
to have the system switch at a predetermined rate.

To get information on the most likely way in which switches occur, let
us model the system as a continuous-time Markov jump process (Xε

t )[0,T ] in
R

6. The components of Xε
t are

Xε
1/2 = ε · (number of proteins A/B

)
,

Xε
3/4 = ε · (number of polymers Al/Bm

)
, and

Xε
5/6 = ε · (number plasmids that are blocked on gene sites a/b

)
,

where ε−1 is the system size, e.g. given by the total number of plasmids in
the cell. The J = 12 possible reactions in the cell are given by the jump
vectors ej and their rate functions νj(x) shown in Table 1.

In our numerical simulations we chose a system that is symmetric in A
and B, i.e. we took kAi = kBi =: ki. The values of our parameters were
motivated by those chosen in [6]: kAi = kBi , l = m = 2, k1 = 1, k2 = .8,
k3 = 5Vc, k4 = 5, k5 = 5Vc, k6 = 5, where VC = 2.

reaction type rate functions jump vectors
protein production ν1(x) = kA1 (1 − x6) e1 = (1, 0, 0, 0, 0, 0)

ν2(x) = kB1 (1 − x5) e2 = (0, 1, 0, 0, 0, 0)
protein degradation ν3(x) = kA2 x1 e3 = (−1, 0, 0, 0, 0, 0)

ν4(x) = kB2 x2 e4 = (0,−1, 0, 0, 0, 0)
polymer formation ν5(x) = kA3 x

l
1 e3 = (−l, 0, 1, 0, 0, 0)

ν6(x) = kB3 x
m
2 e4 = (0,−m, 0, 1, 0, 0)

polymer degradation ν7(x) = kA4 x3 e3 = (l, 0,−1, 0, 0, 0)
ν8(x) = kB4 x4 e4 = (0,m, 0,−1, 0, 0)

protein binding ν9(x) = kA5 x3(1 − x6) e3 = (0, 0,−1, 0, 0, 1)
ν10(x) = kB5 x4(1 − x5) e4 = (0, 0, 0,−1, 1, 0)

protein unbinding ν11(x) = kA6 x6 e3 = (0, 0, 1, 0, 0,−1)
ν12(x) = kB6 x5 e4 = (0, 0, 0, 1,−1, 0)

Table 1: The reactions of the genetic switch illustrated in Figure 1.
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With this choice there were two stable states at approximately

x1 = (1.208, 0.041, 2.921, 0.003, 0.033, 0.966),
x2 = (0.041, 1.208, 0.003, 2.921, 0.966, 0.033).

Using the gMAM algorithm developed in [2, 3], one can find the most likely
transition path ψ� from x1 to x2 in the limit as ε → 0. This is a path in
R

6 connecting x1 to x2 that shows the behavior of the observables of the
system (i.e. the numbers of proteins, polymers and plasmids of both kinds)
throughout a transition. To visualize this six-dimensional path, one has to
project it down to two-dimensional subspaces. For example, one can plot
the total number of proteins A (i.e. X1 + lX3) against the total number of
proteins B (i.e. X2 +mX4), or the fraction of bound operator states against
each other (X5 against X6); see Figure 2.

These plots already give us some insight in how the transitions happen.
For example, looking at the upper panel, they tell us that the switch from
x1 to x2 happens by first decreasing the number of proteins A (while only
slowly increasing the number of proteins B) until an unstable equilibrium is
reached and the system falls into the other stable state.

However, as laid out in the previous chapters, two problems arise when
trying to interpret these plots. First, we might miss important aspects of
the path by choosing the wrong subspaces for our plots; second, there are
indeed various scenarios that could all explain what we see: For example,
the decrease in proteins A may be caused by an atypically low production
of proteins A, or by an atypically high degradation rate, or by an atypically
high rate of polymers Bm binding to gene site a, etc.

We thus apply our technique developed in the previous chapters and
compute the MLRFs of each reaction, given that (Xε

t )t≥0 follows the path
ψ� computed by gMAM. Since the most likely transition time T � of the
whole path is infinity (a technical difficulty caused by the path slowing
down close to the stable points and the saddle point in between), we will
use a time-rescaled version of the function θ�(ψ�, ψ̇�). This in fact can be
obtained for free as a byproduct of gMAM. In the papers [2, 3] this rescaled
function is denoted by ϑ̂(ϕ�, ϕ�′), where ϕ� : [0, 1] → R

n is the curve of ψ�,
parametrized by arclength. We thus plot the components of the function

α �→ ET ϑ̂
(
ϕ�(α), ϕ�′(α)

)
, α ∈ [0, 1]. (26)

We see that, amazingly, the only additional work required after applying
gMAM (which is necessary to compute ψ�) is to multiply the byproduct
ϑ̂(ϕ�, ϕ�′) of the gMAM by the transpose of the jump matrix, ET .

The result is shown in Figure 3.
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Figure 2: The maximum likelihood transition path of the genetic switch.
The color of the paths indiates the speed of the transition (red=slow,
blue=fast).
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Figure 3: The maximum likelihood reaction rates. The lower panel shows
the values of the rates μj(t) for all 12 reactions (see the lower panel for the
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